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Abstract—The large scale digitization of cultural heritage
documents offers humanities researchers the opportunity to
work with very large document collections. This paper
describes VisualPage, a prototype system for the extraction
and analysis of the visual features of digitized printed texts,
such as page layout.
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I.
INTRODUCTION
In recent years, the digitization of cultural heritage
materials has transformed humanistic research both by
increasing access to digital surrogates of historical
documents and by making those items available to
computational research methods. Digitization can provide
scholars access to rare or ephemeral materials located in few
archives as well as the possibility of combining cultural
documents into very large collections that surpass the
holdings of most physical research libraries.
Although digitization protocols vary, most scholarly
digital archives and libraries provide users with page images
as well as OCR or transcribed text, because humanist
scholars recognize the added cultural meaning that is
conveyed in the visual and bibliographic aspects of printed
texts along with their linguistic content [1][2]. However,
most tools for large scale text analysis have focused only on
the linguistic text content. This paper presents the
VisualPage prototype for computational analysis of the
visual features of digitized printed texts, such as text layout
and page design.
A. Nineteenth-Century Print Culture
In Great Britain, Europe, and America, the nineteenth
century was a period of rapid technological innovation that
had significant economic, social, and cultural impact. In
addition to the changes in transportation, manufacturing, and
urban development brought by the Industrial Revolution, the
nineteenth century underwent fundamental shifts in
communication technologies that ushered in modern media
culture. During the Victorian period in England (1837-1900),
the steam-powered printing press, stereotype printing plates,
photography, telegraphy, lithography, the typewriter, and
other technologies increased the quantity, variety, and speed
by which images and texts of all kinds could be produced,
circulated, and consumed [3][4]. The exponential increase in
printed documents, including books, periodicals, and
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newspapers, accompanied a rapid growth in literacy rates for
people of all social classes [5][6][7].
Historical and literary scholarship in nineteenth-century
print culture has typically focused on a limited canon of texts
and authors. Diverse and changing though this canon may
be, it constitutes a very small proportion of the documentary
record. Large scale digitization and analysis offers humanist
scholars the opportunity to test traditional hypotheses about
the Victorian period and expand the kinds of research
questions that can be pursued.
The study of nineteenth-century print culture draws on
disciplines of literary studies, history, book history, textual
bibliography, sociology, economics, and others to examine:
• books, periodicals, newspapers, and other printed
documents as historical artifacts;
• the technologies, institutions, and individuals involved
in the creation, manufacture, and distribution of printed
materials;
• the social and economic history of the production,
circulation, and consumption of print;
• the discourses of cultural value attached to specific
texts, authors, and collections;
• the semiotics of text and images in diverse historical
forms [4].
Our project provides a link between large scale
computational analysis and these areas of scholarly
investigation.
B. Understanding the Book as a Cultural Artifact
Understanding the book as a cultural artifact with a
distinct material and social history involves examining it at
three levels:
• the bibliographic level: the paper, binding, typeface,
size, quality, price, and organization of the physical
book;
• the visual or graphic level: the arrangement of text,
images, and white space on the page which visually
encode semantic and cultural meaning about the book’s
contents and the book itself;
• the linguistic level: the syntactic and semantic aspects
of the words presented on the book’s pages.
These three layers are present in all printed texts and convey
culturally and historically specific meaning to readers about
the genre, kind, difficulty, tone, and intended audience for
the book [1][8][9][10]. For instance, visual hierarchies of
information encoded in typeface size, family, and spatial
arrangement on a book’s title page immediately signifies its
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function as a title page to a reader [9]. Although information
about paper, binding and other bibliographic aspects of the
text are not always available either from the digital surrogate
or its associated metadata, scanned page images do offer
more information about the book’s bibliographic and visual
signification than is possible from OCR text alone.
C. The Poem on the Page
We have selected books of poetry as our intial data set
for this project because the printing conventions used in the
nineteenth century visually identify a text as a poem and
convey key information about its literary form:
• each line of a poem is printed as a separate line of text
on the page, making visible the line length, which
corresponds to poetic form;
• lines of poems are grouped into stanzas which are
visually distinguished on the page and correspond to
poetic form;
• poetry is frequently printed at a greater indentation
from the left margin of the page than is prose;
• poetry is printed with more white space around the text
than is prose, especially at the right text edge;
• the first word of each line of a poem is conventionally
capitalized, no matter what its place in the syntactic
unit of the sentence;
• lines of rhymed poetry are frequently indented to mark
the poem’s rhyme scheme, creating a visual image of
the poem’s form and sound.

Figure 1. Sample pages of Victorian poetry.

In addition to these conventions of poetic printing, Victorian
books of poetry also contain other kinds of visual cues that
signify the book’s bibliographic codes of sequence,
organization, and intended use. Such cues include, but are
not limited to:
• white space and/or ornaments separating poems;
• ornamental dropped capital letters at the start of a
poem;
• running heads on recto and verso pages that include
information about the author, book title, and/or poem
title;
• page numbering;
• hierarchies of typeface family and size to distinguish
different levels of titles and headings;

• page signatures used in the book binding process.
II. PRIOR WORK
Computational text analysis in the humanities has for
many years been primarily associated with stylometry and
corpus linguistics [11][12]. Large scale text analysis methods
in the humanities have in recent years been associated with
the term “distant reading,” which Moretti opposes to the
“close reading” traditional in literary studies [13][14][15].
Distant reading has been characterized as both the future of
and a threat to the discipline of literary studies [16][17].
Such debates point to the significant disciplinary challenges
offered to humanities scholarship by large scale digitization
and computational analysis [18]. Recent work in
computational text analysis has begun to focus on the
copious nineteenth-century textual record, as does our
project, but most focus exclusively on the linguistic contents
of printed materials rather than addressing their visual
aspects [19][20][21].
Document layout analysis has typically been approached
as a pre-processing step in optical character recognition [22]
[23]. Interesting recent work has focused on the particular
challenges involved in the analysis of books from the
medieval and Renaissance periods of manuscript and handpress printing [24][25][26]. Our work focuses on nineteenthcentury printed books which are more consistently printed,
but much more plentiful, raising questions about large scale
processing speed and information visualization.
Recent work in the visualization of large cultural heritage
collections has focused on the benefits of visualizing the
structure of the data itself [27]. Our user interface design is
based on the principles of rich-prospect browsing, which
provide users with visual representations of each item within
a collection and tools to manipulate the display as part of the
information exploration process [28][29]. In particular, we
are exploring the use of small multiples, which allow the
human eye to see patterns and make comparisons [30]. Our
work is influenced by prior research by Audenaert into how
scholars select and use materials within digital environments
[31][32].
Innovative work in cultural analytics provides
visualizations of large collections of visual materials by
extracting and plotting visual features such as color hue and
line shape [33][34]. What distinguishes our project is that we
are focusing on the visual features of printed texts, including
both explicit design features (i.e., the use of ornaments) and
implicit features (i.e., the distribution of text and white
space). The development of large tiled display walls has led
to new research in interactive data exploration in such
environments, which raises interesting questions about how
software tools can help individual researchers successfully
explore large data sets if they lack access to such high end
visualization hardware [35]. Visualization of large data sets
raises important questions about humanistic interpretation
and the role of quantitative information in the hermeneutic
process [36][37][38].
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III. OBJECTIVES
VisualPage is a prototype system designed to explore the
technical and scholarly issues faced by humanities scholars
seeking to leverage large collections of digitized books to
ask and answer questions about historical book production,
circulation, and reception. Such large data sets have the
potential to offer a more complete perspective than can be
achieved by sampling a few canonical works.
Our current work focuses on developing a proof-ofconcept system that addresses two main questions. First, is it
technically feasible to identify and automatically extract the
visually significant features of Victorian poetry? Although
much work has been done on document layout analysis and
image understanding, these tools have been geared toward
extracting the linguistic content of documents rather than
their visual representation. We seek to demonstrate that the
visually significant features can be usefully represented for
algorithmic analysis. This project will also assess whether
the level of fidelity, consistency and metadata found in
collections such as the Hathi Trust that draw on large-scale
digitization efforts is adequate for automated analysis of
visual features.
Second, is it plausible that scholars can use the data
produced by large-scale analysis of the visual features of
documents to answer interesting questions? While large
collections of digitized material are tantalizing targets for
research, it remains an open question as to how these
resources can best be used to complement and extend
traditional scholarly inquiry. The VisualPage seeks to probe
this issue and to raise awareness of the possibilities for visual
analysis of poetry (and documents more generally) as a first
step toward finding fruitful research directions.
Our initial work has been guided by a set of use cases
grouped into four main categories of research questions.
A. Norms and Outliers
Users should be able to gain insight into what constitutes
a normal or distinctive-looking printed text. They should be
able to achieve this both for sub-sets of the total collection
(books by a particular publisher, during a time frame or
within a geographic region) and for the collection as a whole.
B. Influences and Models
Given a document or documents of historic, aesthetic, or
literary interest, a user should be able to find other
documents that visually resemble the target document. This
will aid in identifying potential influences on the design of
the target document and see how it has influenced other
work.
C. Classification and Clusters
VisualPage should provide semi-automated support for
identifying visually similar clusters of documents, for
classifying documents based on a defined query set and for
computing which visual features are shared and distinct
between different sets of documents. For example, a user
might be interested in identifying which visual features
distinguish books published by Strahan from those published

by Macmillan and then in finding other publishers whose
books are similar to those of Macmillan.
D. Specific Features
Users will come to investigate specific features of a
visual design in-depth. For example a user who is interested
in line indentation might want to see how indentation
changed over time or between publishers. Or she might be
interested in identifying which publishers were most likely to
use indention to indicate rhyme scheme or to identify how
indentation varies within a single book.
E. General Design Objectives
In addition to the preceding four user objectives, our
work has been informed by two cross-cutting design
objectives. First, the visual appearance of a document is
complex and multi-facetted with many specific typographic
features working together to create a holistic visual
representation of the text. The different aspects of visual
design should be made explicit and accessible to the users of
VisualPage. If documents are represented as being similar,
the user should be able to see in what ways the documents
are similar. He or she should also be able to formulate
hypotheses about which visual features are significant and
design queries that explore those hypotheses.
Second, scholars should be able to drill into the highlevel visualizations and data summaries in order to see the
works that they represent. It is difficult, if not impossible, to
understand the visual design of a page by reading a table of
summary statistics or seeing points on a scatter plot. While
these are useful tools for many tasks, part of the research
objectives of this project are to design effective interactions
to help people move from data to the images they represent
and back to data. We see this process forming a hermeneutic
cycle in which the data produces an insight that the user
pursues by looking at the document images which in turn
raises new questions that can lead back to the data.
IV. DATA SET
For our pilot project, we have built a collection of 300
digitized single-author books of poetry published in England
between 1860-1880. These items were selected as a stratified
random sample from a larger database of bibliographical
metadata for Victorian books of poetry created as part of a
prior research project by Houston. Initial prototype
development was performed on smaller subsets from that
collection.
V.

SYSTEM DESIGN

VisualPage consists of three main sub-systems. The first
builds a model of the visual structure of the page that can be
analyzed computationally. The second is responsible for
pattern analysis. The third consists of interactive interfaces
and visualizations that allow users to explore the data.
During the pilot project, we have focused on the first of these
sub-systems and are beginning to explore design options for
the interactive interfaces. Work on the pattern classification
sub-system will begin once we have a better understanding

11

of the underlying structure of the data and the needs of
scholars who want to analyze that data.
A. Modeling Visual Structure
We approach the task of modeling the visual structure of
a document as one of identifying and extracting metrics for
visual features such as line width, height and spacing,
margins, and the presence or absence of features such as
running heads. We can then represent each document as a set
of values for these features in much the same way as a bag of
words approach is used to represent the linguistic content of
a document for use in search engines or topic models. These
features form a multi-dimensional space in which each
identified element of visual design forms a dimension.
Individual documents are represented as points within this
space by their observation vectors (that is, the set of features
observed for that particular document).
As in many other document analysis domains, how to
identify the specific unit of work to be observed is an
important design feature. Four options stand out. Individual
pages form a natural division and are the traditional focus of
document image analysis systems. Since readers encounter
physical books as two facing pages in an opening, the twopage spread is a traditional unit for visual design. For
understanding the technology, economics and sociology of
book production the book is the most relevant unit of
division. Finally, for those studying poetry, the poem (or
sub-divisions within a poem) is the primary unit of concern.
A poem may be contained on a single page or span multiple
pages. Conversely, a page may contain multiple poems in
part or in whole.
We are currently working with individual pages and
books as our primary unit of study, with plans to expand this
to include poems and openings in the future. Our
requirements gathering and initial prototyping have made
clear that representing the visual structure of poetry requires
that each of these units of analysis be considered separately.
Unlike textual analysis, in which the homogeneous
dimensions (words) are unchanged regardless of the
granularity of what is counted as a document (book, chapter,
paragraph, query), different sets of visual features are
relevant for each of these four different units of analysis.
Correspondingly, the questions scholars will pose will differ
as well.
B. Interactive Interfaces
VisualPage aims to help researchers understand the
history of visual design; spot trends and influences; and pose
questions over the entire corpus of nineteenth-century poetry,
rather than with only a few canonical texts. To achieve this,
users need an interface that supports understanding and
exploration of the visual structure of the page. Numerical
measures of visual properties are surrogates. While critical
for providing computational support for a scholar’s research
needs, they can be difficult to reason about and can mask
subtle yet visually distinct differences in design.
Consequently, in our initial interface designs we have
emphasized the need for users to access both summaries of
the extracted metrics and the page images themselves.

Figure 2. Interface design prototype

Figure 2 shows one design prototype that illustrates this
approach. At the top of the page, a faceted search interface
allows users to refine a working set of documents that match
their research interests. The display on the right hand side
provides a set of controls for filtering by visual features. The
facetted search bar and the feature filters work together to
allow the user to define an active set of documents. Both of
these control areas can be collapsed in order to allow the
primary document pane to use as much screen real estate as
possible.
These visual feature filters serve a dual role as both
interface controls for interactive exploration of the corpus
and a means of visualizing how documents are distributed
within each of the visual features.
As interface controls, the user can scale and slide the
active area in order to target a specific range of values. As
the user manipulates the controls, a tooltip displays the
specific numerical values being selected. To enable analysis
of outlier values, a user can click outside of the selected blue
region to toggle the filter between selecting within and
outside the specified range. Filters for features that are not of
interest can be deactivated, and deactivated features can be
hidden from view, allowing the user to focus on specific
items of interest.
As information displays, the distribution of documents in
the working set is shown as a line on the background of the
control. This helps users to understand how this feature
varies over the corpus and to spot areas that merit further
investigation.
The primary image display consists of tiny, high-density
thumbnails. These thumbnails are designed to be small
enough at the default level so that only the main visual
structure of the page can be seen. This focuses the user’s
attention and allows the simultaneous comparison of a very
large number of images.
This relatively straightforward display format can be
tweaked to support a variety of research questions. As shown
in Figure 2, the active set is grouped into rows. This
designed to support the comparison of a particular feature
across different sub-groups of the collection. This could, for
example, be used to compare how the density of text on a

12

page varied over time (in decades) or between publishers. In
this instance, the images selected for display on the
horizontal access would represent points along the
distribution of text density within the sub-group and could be
sampled based on the number of documents, k-means
clusters or some other strategy.
Removing the grouping criteria would result in a grid of
thumbnails. This could be used to display sort documents by
a single dimension with images sorted by some criteria
wrapping seamlessly from one row to the next. Alternatively
it can be treated as a two dimensional view to compare the
relationship between two features. For instance, the
horizontal axis could display documents sampled for their
text density relative to line height on the vertical axis.
It is worth highlighting the fact that the images present in
the display serve as proxies for some underlying set of data.
Depending on the user’s goals, the analysis may be
performed on the universe of document images in the
underlying collection. Alternatively, the displayed
thumbnails may serve as representative images of a poem or
a book. Moreover, the item (page, book, or poem) that is
displayed will typically not stand for itself but will be a
representative image drawn according to some sampling
strategy, such as the center-most item within a k-means
cluster, for example.
Consequently, we plan to experiment with techniques
that allow users to first see what data each image stands for
and then to drill down into that sub-collection in order to see
individual pages and read poems and books. Our goal is for
VisualPage to serve as a fluid interface that allows readers to
move smoothly from a high-level distant reading overview
down to reading individual documents and back to the
overview as desired.
VI. PRELIMINARY DATA ANALYSIS
Our preliminary data analysis has focused on three key
questions:
• Which extracted visual features are most informative
about book design and/or poetic form?
• How can quantitative measures of text density, line
length, or other visual features contribute to humanities
scholarship?
• How can these measures best be visualized for
exploratory data analysis?
Our preliminary data analysis has focused on line width,
line indentation, and text density (as foreground ratio) as
providing the best quantitative information relevant to
humanist research in book history and literary studies, the
scholarly domains most connected to the data set used for
this prototype. Significant differences in these three visual
features often relate to historical changes in printing
technologies, design conventions, and reading practices.
These features also correspond to social and economic
distinctions in the material production of specific books and
in their intended or actual reading audience.
Quantitative measures of visual features of printed text
can confirm, complicate, and deepen humanist evaluation of
their interrelationship, historical change, and significance in

cultural heritage materials. Preliminary analysis of extracted
features supports many of our initial assumptions about the
correlation of closely related features such as words per line
and line length. The relationship between some other
features, such as line width and text density, calls for further
analysis beyond the scope of our preliminary data set. Many
different visual features, such as typeface size and leading
between text lines, contribute to the visual perception of text
density.
One goal of our project is to provide humanities
researchers with the ability to review and compare features
of book design and page layout across large document
collections. In addition to the visual browsing made possible
by our interface and the tabular data output during analysis,
data visualizations can provide researchers with greater
understanding of the quantitative measures of visual content.
Because the basic unit of poetic form is the poetic line,
which is a measure of quantitative rhythm visually
represented on the printed page, examining variation in line
lengths in the pages of a book can serve as a rough guide to
the kind of poetic forms contained within its pages. Such an
approximation might be considered similar to that which the
human reader does while skimming or browsing a printed
text. Figure 3 plots the mean line length per page in one
selected book, William Allingham’s Fifty Modern Poems
(1865).

Figure 3. Mean line length per page in William Allingham, Fifty
Modern Poems (1865).

Such plots allow for a bird’s-eye view of the formal
consistency of the poems printed within a particular volume.
This perspective on the formal variation within books or sets
of books is very difficult to obtain through word-based
linguistic analysis alone. At the level of the individual
volume, such plots (and the quantitative data used to
generate them) can be used to examine stylistic patterns in
works by particular authors or from particular publishers.
We are currently exploring the use of different visualization
methods for these extracted features from large document
sets. It is important to recognize that data visualization is still
rarely used in many humanities fields and that researchers
may need visual literacy guidance with the presentation of
such visualizations, either as stand-alone reports or in the
user interface.
Figure 4 displays a faceted comparison of mean line
lengths in 18 books of Victorian poetry. This visualization

13

Figure 4. Mean line length in 18 volumes of Victorian poetry.

asks researchers to think about the distribution of text in
visual or spatial dimensions apart from its linguistic
meaning. Such visual abstractions condense the tremendous
amount of data contained in the visual features of the book
into an abstraction that facilitates comparison. Such
visualizations intentionally defamiliarize the literary text and
remind the researcher of poetry’s visual or spatial qualities as
well as its auditory and linguistic elements.
Another feature of particular interest in comparing books
or pages of poetry is the ratio of text to white space on the
page. Although pages with more dense text may also
correlate with longer line lengths, other features of Victorian
poetry printing conventions, such as multi-column printing,
multiple poems per page, heavier ornamentation, and smaller
typefaces, also contribute to a greater text density. Such
density is visible to the human eye and measurable in pixels
from the digitized surrogate. Figure 5 compares text-sparse
with text-dense page layout.. Such quantiative measures
provide a grounding for intuitive visual perception and
encourage more rigorous comparison and analysis of page
design.
VII. FUTURE WORK
Our work to date has laid the foundation for
understanding how large-scale document collections can be

Figure 5. Text density in Sophia May Eckley, Minor Chords
(1869). On left, the page with least text (2.34% of page); on the
right the greatest (7.41%); in the middle, the mean text ratio of
4.40%.

used to study aspects of the visual signifiers of meaning in
printed books. In future work, we plan to make VisualPage
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operational on much larger data sets and to follow up on
some of the open research questions raised by our initial
work in the areas of interaction design, digital humanities
and Victorian poetry. In particular we are pursuing the
following areas.
A. Scalability and extensibility
Scaling up from our initial set of 300 documents to
incorporate any significant portion of the digitized archive of
ninteeenth-century books of poetry is necessary for this
system to move from a proof-of-concept stage to a usable
tool. Although the size of this archive does not approach that
of some large scale social media data sets, it is still well
beyond the ability of traditional computer systems.
The nature of scholarly use of this tool introduces two
additional challenges to the design of this system. First, the
visual features that researchers are interested in are not a
closed set. New questions will demand reprocessing the data
collection in a way that draws on both previously extracted
raw data and new image analysis. It should be possible for
people not involved in the original application to design,
implement and run these new algorithms without requiring
that they become deeply familiar with implementing big-data
jobs.
Second, the user interfaces should be able to support
interactive queries against the extracted data. This differs
from many big-data work flows that are geared toward
batch-process jobs designed by data scientists to answer
specific questions. The users of VisualPage will come to
interactively explore the data in order to gain a deeper
understanding of Victorian poetry. This sort of exploratory
engagement requires responsive interaction.
B. Automated analysis
One area that we have yet to explore is the suitability of
pattern analysis algorithms as tools to support analysis.
Simple clustering and classification algorithms are intuitively
promising tools, for example, to find works that are visually
similar to a particular publisher’s. More work is needed to
understand how the data is structured, which pattern
classification techniques are likely to be the most useful, and
how interface design can help users apply those techniques
effectively and interpret their results accurately.
C. Designing user interaction
We have proposed some initial interface design ideas as a
starting point. More work is needed to understand the types
of questions that scholars might be able to ask about the
visual structure of printed material, to design interfaces and
interactions that support those research needs, and to
evaluate the effectiveness of these interfaces. This project
raises fundamental questions about how to effectively
summarize and present massive amounts of highly
dimensional information in order to gain insight about
changes over time and across the different production
factors.
D. Understanding Victorian Poetry
VisualPage contributes to ongoing research by Houston
and other literary scholars interested in expanding our

histories of literary production to include the full
documentary record, not just the limited canon of works
traditionally studied. The digitization of public domain texts
and analysis of large data sets made possible through tools
like VisualPage are transforming humanities scholarship of
past historical periods.
VIII. DISCUSSION
Within the scope of VisualPage, Big Data takes on two
primary meanings. In the conventional sense of the term, we
have a large data set. The scope of the larger project of
which this is a part focuses on books of Victorian poetry
published between 1840-1900. This markedly narrow focus
still comprises a substantial number of works. There is little
comprehensive information on poetry publishing during this
time, but we estimate that roughly 800 to 1200 new books of
poetry were published annually. Even ignoring subsequent
editions as well as poetry printed in other kinds of books and
periodicals, about 60,000 books fall within the scope of this
project. Based on a conservative estimate of 200 pages per
book, we are looking at a universe of material on the order of
12 million pages. While this data set seems modest
compared to the scale of Twitter, Facebook, Google or
Flickr, it is large enough that we must pay careful attention
to how we architect a solution. The technical challenges are
hardly novel, but they are non-trivial and must be addressed
for this project to move beyond the scope of its pilot phase
and realize the potential benefits of mass digitization.
The question of what precisely constitutes Big Data has
been asked repeatedly. The conventional answer—data sets
that are so large that they becomes difficult to process using
traditional methods—is unsatisfying because it is both too
vague and a moving target. Is MapReduce traditional yet?
Perhaps not, but surely it will be soon. Big Data denotes a
recognizable set of problems, but is open to misinterpretation
and confusion.
From a humanities perspective, this answer is
problematic because it frames the problem in chiefly
mechanical, rather than human terms. It prioritizes technical
research questions: efficient access to data, frameworks to
distribute jobs across multiple machines, algorithms for
concurrent processing, resilience in the face of routine
hardware failure. For the humanities scholar, these questions
are instrumental, rather than central.
Reframing the definition slightly—Big Humanities deals
with data sets that are so large they are difficult for scholars
to understand using traditional methods—re-focuses this
research agenda and highlights different questions:
• What types of research can these data sets support?
• How should the results of computational analysis be
interpreted and subjected to peer review?
• How does the varying quality, accuracy and
consistency of available data shape possible research
directions and impact the conclusions that are licensed?
• What is the role of data visualization vs. numerical
analysis for guiding research and grounding
conclusions?
• What are best practices for collaborative teams to
conduct this work?
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• What administrative and funding structures are needed
to create the required infrastructure?
A central objective of scholarship in the humanities is for
individual researchers to develop a deeply internalized
knowledge of an object of study and the scholarly
conversations about that object so that they can develop their
own distinctive interpretive voice. Big Humanities has an
important role to play in scholarly practice. Although Big
Humanities intersects with Big Data, it is not the same as Big
Data. It has different fundamental concerns and research
questions. Big Humanities should continue to forge
relationships with Big Data in order to gain access to existing
techniques and to seek solutions to the many difficult
problems that arise as we push the boundaries of what is
currently possible. At the same time, it must not lose sight of
(or faith in) its distinctive approach to knowing.
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