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Abstract — ‘Big Data’ can mean something quite different in the
context of Humanities. The way Humanities scholars frame their
inquiries often leverages collections that are an order of
magnitude smaller than the full, industrial scale, there is
significant value to be found in the Humanistic sense of ‘Big’. In
particular, the variety of the data, and the richness of the
explorations, means that high-quality knowledge systems are
required. More meaning is needed than the surface analytics
often demonstrated in other ‘Big’ scenarios. This paper examines
how a specific collection related to the 1916 Rising in Ireland was
analyzed. The result was a process to extract entities that
underpinned a highly-effective personalized knowledge-driven
exploration of that collection by users. It demonstrates the
mutual benefit of natural language at scale with rich humanistic
inquiry to communicate improved experiences for a much
broader range of users than would otherwise be possible.
Keywords - Entity Extraction, Personalized Exploration, Historical
Corpora

I.

INTRODUCTION

Of the 334 paper and poster abstracts presented at the Digital
Humanities 2014 1 conference, 21 mention Big Data and 2
mention Hadoop. Big Data is a topic that is increasingly being
discussed in the field of Digital Humanities, but the scale and
scope of the data differs significantly from that seen in most
industrial settings. Much of the data analyzed in this field is
textual in nature and while there exist large corpora, such as the
HathiTrust [8], that are definitely of ‘Big’ size they cover
content from a broad time scale and include a high degree of
content variation. This raises the issue as to what sorts of
questions make sense across such broad content bases.
Typically analysis of the emergence of certain linguistic
features [9] [10] can be performed across such corpora, but
deeper questions require the corpora to be partitioned into
meaningful collections. It is these curated corpora that are the
1
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basis for deeper research questions that impact humanistic
scholarship.
‘Big’ is considered rather differently in most historical
collections where coherent digitized collections of over 1,000
documents are relatively rare. An example of such a collection
is the 1641 Depositions housed at Trinity College Dublin. The
1641 Depositions are seventeenth-century manuscripts that
comprise 4,000 (or 20,000 pages) depositions or witness
statements, examinations and associated materials in which
Protestant men and women of all classes and from all over
Ireland told of their experiences following the outbreak of the
rebellion by the Catholic Irish in October 1641. This body of
material is unparalleled anywhere else in early modern Europe.
It is unparalleled both in the sense that the artefacts exist and
that it has been digitized and transcribed. The Depositions
required significant investment to be digitized and it is the cost
of this process that presents the most significant barrier to more
historic data becoming available for Big Data analysis. The full
text of this digitized collection, i.e. not including high
resolution images, occupies just less than 12MB and contains
just over 100,000 entity mentions. This represents a rather
different scale to industrial Big Data, which is often measured
in terms of giga-, -peta-, or exa-bytes.
While these historical collections do not compare with
industrial Big Data in terms of volume or even velocity, they
often contain content that is highly varied. The variety of such
textual content makes the form of analysis and synthesis
required challenging. The nature of data insight is one which
has been the subject of considerable debate, and even
controversy [11], in the Humanities. The challenge in the
Digital Humanities is certainly big: the workflow invariably
begins with the need to digitize a physical artifact, decode the
text within it into a machine-readable representation. From
there, the application of NLP to regularize, translate and
ultimately extract information is popular but filled with
difficulty. Researchers are ultimately determined to work with
‘things’ not ‘strings’ (Google) and so it is a key objective for

the next generation of systems to free the user from the need to
formulate complex research queries in terms of web-search
style keywords, or complex faceted interfaces.
This paper describes on how textual collections may be
analyzed to extract entities to support personalized and visual
exploration. The paper provides an overview of the European
Commission-funded CULTURA project [1] which has
developed an online personalized environment to support a
variety of different user types in navigating and working with
large textual collections. CULTURA was initially developed to
work over the 1641 Depositions, but it was designed in such a
way to be deployed in different configurations across different
collections. CULTURA offers a generic digital humanities
portal suitable for both professional researchers and ordinary
members of the public. Of the archives that are being used in
CULTURA, this paper concerns itself with the set of witness
statements collected by the Irish Bureau of Military History2,
which include statements from individuals who participated in
the Easter Rising of 1916. The Rising was mounted with the
aims establishing an Irish Republic. Though unsuccessful, it
was a pivotal moment in Ireland’s struggle for independence.
This paper focuses on the challenges involved in performing
entity extraction over the Enniscorthy subset of this corpus, and
the benefits of having a rich set of entities to facilitate
personalized exploration.
This paper describes the CULTURA project and its
personalized research environment. It then details how entitybased user modeling is performed in the environment and,
importantly, how those entities are used to support the four
phase personalization approach. The paper then describes how
entities have been extracted from witness statements related to
the Irish 1916 Rising in Enniscorthy, Co. Wexford. The paper
concludes with a brief discussion of some of the issues that
arise in handling ‘Big Data’ in historical contexts.
II.
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CULTURA PROJECT OVERVIEW

CULTURA was a European Commission-funded research
project which has developed and validated exciting new ways
to interact with historical texts. It is now supported by the
Centre for Global Intelligent Content (CNGL)3. CULTURA is
a corpus agnostic environment with a suite of services,
including personalization, annotation, and recommendation,
providing necessary supports and features for a diverse range
of professional researchers [4]. At the outset of this project,
two collections were used to drive the design and development
of the CULTURA environment: the 1641 Depositions and the
Imaginum Pativinae Scientiae Archivum (IPSA). This paper
discusses how a third collection from the Irish Military
Archives has been added to CULTURA.
CULTURA offers the public, researchers, experts and
students an environment in which cultural heritage artefacts
can be explored in a way which adapts to the individual, to the
broader user community and to the nature and content of the
cultural material itself. When a person accesses cultural
heritage material in CULTURA, the system adapts and
2

changes in response to what the user does and what the user is
interested in. It also has an overall vision of what all the other
users of the material are doing, and can suggest activities or
materials that “similar” users found rewarding. Uniquely,
CULTURA also analyses the cultural material itself and
“understands” the important topics, individuals, events and
relationships described therein; this “understanding” informs
the way that the system adapts and so helps to deliver the best
possible user experience. The innovative CULTURA
environment has been validated with a wide range of different
end users and a variety of cultural heritage collections, namely
the 1641 Depositions, IPSA Collection, 1916 Rising Witness
Statements and the Sherlock Holmes canon. The CULTURA
environment is freely available at http://www.culturaproject.eu. CULTURA applies a range of complementary
technologies –

http://www.bureauofmilitaryhistory.ie/
http://www.cngl.ie
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Natural language processing, which helps to prepare
historical texts for automated analysis. Historical texts
tend to use non-standard spelling, punctuation and
abbreviations, leading to ambiguity and confusion;
removing and “normalizing” this problem is the first
step towards understanding the entities and
relationships in the text [7].
Entity and relationship extraction, identifying key
individuals, events, dates and other entities and their
relationships within the historical material. This helps
the system to identify topics in which a user may be
interested, based on his activity with the content and
the entities within it [3].
Social network and influence analysis of the entities
and relationships within the content, and also of the
individuals and user community accessing the material.
This analysis powers visualizations that support users
in navigating across entities and their relationships.
Users are also most likely to be interested in the
comments, activities and contributions of other similar
users or “leaders” in the user community, and in the
“most important” individuals and other entities in the
historical text.
Adaptive systems and user interfaces, which translate
the results of the other technologies into a personalized
user experience.
III.

USER MODELLING AND PERSONALIZATION IN
CULTURA

CULTURA applies personalization techniques to provide an
adaptive user and community environment for the
investigation, comprehension and enrichment of cultural
heritage collections. This environment delivers adaptive
storylines, information and visualizations of both the cultural
heritage artifacts and of the communities of researchers to
which the individuals belong. CULTURA models and uses
individual context, cognitive awareness, motivation,
experience level and research relationships to inform a
personalized interface to the cultural artifacts. The CULTURA
adaptive environment –

•

•

Assists the user in finding content that meets their needs,
and in discovering other content in which they will be
interested.
Presents that content in the context of other material with
which the user is familiar, and other resources which are
relevant to it. It also offers the user appropriate
community-generated commentary or linked material, so
that the user benefits from the activity of the rest of the
community.

A core element of the CULTURA architecture is its use of
personalization and adaption techniques. These techniques
have been heavily influenced by Adaptive Hypermedia (AH)
and Adaptive Web systems research which are concerned with
improving the retrieval and composition of information. This
improvement is achieved by creating a more context-sensitive
and personalized interaction with digital content and is often
predicated on rich metadata [5].
One reason why novice users struggle to engage with large
cultural collections is a lack of guidance when they initially
encounter the set of resources. To counteract this, CULTURA
employs a four phase personalization approach [6] consisting
of guide, explore, suggest and reflect phases. Users with little
experience of the underlying artifacts typically start their
investigations within the guide phase. In the guide phase
CULTURA employs a “narrative” module (Fig 1.), which
enables resources within the collection to be sequenced on a
specific theme (e.g. the role of a particular person in the 1916
Rising). Furthermore, how these resources are rendered to the
user (text, visualization etc.) can also be specified within the
narrative metadata (encoded as XML). This process is
especially useful in providing users with a path through
specific content, though it does not limit their ability to use
these sequenced narratives as a springboard for their own
investigations. Within the four phase personalization
approach, this involves stepping from the guide phase to the
explore phase. In the explore phase CULTURA offers tool
assistance (e.g. data enriched maps, entity based search, social
network analysis) to support exploration and browsing of the
underlying resources. All the while the user is offered
recommendations as part of the suggest phase.

Figure 1. Screenshot of Narrative in CULTURA

CULTURA continuously updates a model of the user’s
interests based on their interactions with artefacts in the
environment. As many of the artifacts are quite long (multiple
pages in the cases of depositions or witness statements) and
may contain a lot of entities, the modeling is based on where
the user shows specific interest in the artefact. The nature of
their interest is also used to indicate the likely depth of interest.
For example, if the user searches for a particular person this
indicates a strong, if possibly short term, interest in that person
entity. Other activities, such as note taking, adding annotations
and creating bookmarks all generate different weightings when
adjusting entities in the user’s model.

Figure 2. Screenshot of User Model Controls in CULTURA
User control is of key importance in such a personalized
environment. To this end the user always has access to their
user model, where they can add, remove and modify the
weighting of entities in their model (Fig. 2). This is the reflect
phase, so called because the user actively decides what
adjustments to make to their model. These adjustments have
immediate and direct impact on recommendations made to the
user.

Figure 3. Screenshot of On-the-side Recommendations in
CULTURA

Figure 4. Screenshot of a Witness Statement in the CULTURA Environment with Person Entities from Document Shown
on Right
In CULTURA personalizations are offered in non-invasive
sidebars (Fig. 3), so as not to distract from the user’s browsing
and exploration. This on-the-side support gives the users the
option to follow it, or to ignore it as they desire. Importantly
the recommendations are categorized to indicate which
elements of the user’s model they relate to.
IV.

DATA AND APPROACH

The decade 1912 – 1922 saw a number of key historical events
take place which shaped Ireland into what it is today. These
include the Ulster Covenant, the 1913 Lockout, the 1916
Rising, the War of Independence, the signing of the AngloIrish Treaty and the Civil War. For this reason it has been
designated the ‘decade of centenaries’ 4 . Three collections
within the Military Archives are particularly relevant to this
period of Irish history: the Bureau of Military History (1913 –
1921), the Military Service Pensions Collection and a
collection of maps, plans and drawings, and so it is apposite
that the Military Archives should have selected these to be
included within the CULTURA environment.
The Bureau of Military History traces the history of the
Independence movement in Ireland from November 1913 to
July 1921 and holds a variety of records: witness statements,
photographs, voice recordings, press cuttings and other
documents. It is this collection that is being hosted within the
CULTURA environment. The first step in the process was for
4
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the team to develop a prototype. Rather than adding the entire
collection, it was decided that a discrete sample should be used:
material relating to Enniscorthy, Co. Wexford (in the southeast of Ireland), where an isolated pocket of the 1916 Rising
occurred. Staff of the Bureau of Military History took personal
testimonies from people who were directly involved in the Irish
independence movement. Although the witness statements
were gathered up to 40 years after the events, they are
considered primary sources because they are first-hand
accounts of the events that took place. The material uploaded
to CULTURA during the first phase of the project consists
solely of witness statements that relate to events that took place
in Enniscorthy in 1916.
The Enniscorthy subset of documents contains 105 Witness
Statements, consisting of 7,228 pages spread over 119 PDF
documents. Each document consists of two layers, the original
scan and an Optical Character Recognition (OCR) layer. The
English contained in the documents is generally modern and in
standard form. However the presence of a variety of Irishlanguage proper nouns (mainly person names and locations) in
the text complicates the process of entity extraction. Overall,
the quality of the OCR is high, as most of the originals are
clear, black-on-white, and consistently typewritten. However, a
small number of the documents are handwritten, some have
pages that are damaged and there are a few redacted sections.
The first stage of the entity extraction process involved
selecting which categories of entity to export. Reasons for
selection were based primarily on relevance and usefulness to

Figure 5. Social Network Analysis Visualization of Entities from a Witness Statement
the target user. The annotation types exported and marked up
were: Date, Event, Location, Organization, and Person. The
technical approach used for entity extraction involved an
automated pipeline of modules, followed by a mark-up script.
In general, recall was prioritized over precision; poor precision
can somewhat be mitigated at the rendering stage by weighting
results, but nothing can be done with entities that are missing
entirely.
The pipeline was created in an open-source program called
GATE 5 . It consists of seven modules, of which four are
defaults included with the GATE software. These are: a
sentence splitter, a tokenizer, a basic named-entity transducer,
and a part-of-speech tagger. The remaining three are based on
existing GATE plugins, but have been modified to suit the task
at hand. They are: a gazetteer, a custom named-entity
transducer, and an exporter.
(i) Gazetteers
The Gazetteer determines which tokens (and groups of tokens)
constitute named content through lookup from a file. There is a
folder of text-files, which contain lists of words/terms that are
in such categories as organization, person, location, etc. A
definition file in the same folder describes how each of the list
files is to be classified. Much of the effort in refining the
pipeline involved tailoring these lists to this situation.
For the witness statements, the default GATE gazetteer was
found to be too general. In some cases it was producing
5
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erroneous results by inappropriately including too many entries
in categories that were not relevant in early 20th century
Ireland. An example of this is the inclusion of many common
surnames in both female and male first-name lists. This was
creating an unacceptable level of false positives. In most cases,
however, the gazetteer was simply lacking in localized Irish
proper names. The majority of these were in the categories
Person, Location, and Organization. Person and Location were
greatly improved by the inclusion of lists of Irish (both
Anglicized and Irish-language) personal names, Irish surnames,
and Irish place-names (townlands, towns, rivers etc.). Lists of
organizations were also included, but these mainly needed
rules to be interpreted correctly (see next section). Outside of
these proper names, additional lists of generic words were
compiled, such as building/facility types (to aid in location
recognition), and military terminology (these documents are
largely military in nature).
(ii) Transducers
The default named-entity transducer applies rules to assign
categories to sequences of tokens. Programmed rules are used
to logically extract these more complex entities. The custom
transducer enhances the categorization performed by the
default module, making it more specific to the subject matter at
hand. The default transducer is relatively accurate; however
many additional modifications were required to make it more
suitable for this collection. At its most primitive, this
modification meant writing rules for recognizing entities in
ways that were not defined by the default module. Here, it
meant identifying entities by recognizing the format for a
name, an address, an organization name, etc., that is particular
to Ireland. An example for recognizing a government

department in Irish would be looking out for places where the
string "An Roinn" was followed by the genitive form of a
department name (such as Cosanta from Cosaint). A more
complex example would look for an ordinal number, followed
by the name of any military unit, and extract this as an
organization (such as 4th Company, 6th Brigade). These can be
assigned priorities and built up to perform meaningful
extraction.
(iii) Exporters
The exporter is used to create text-files of entities of a certain
category. In conjunction with the last phase of the custom
transducer, it is also used to associate character offset data with
each entity.
(iv) Post-processing
The mark-up is performed after all entities have been exported
from all documents. This delivers a collection of XML
documents, one per digital document. Each document has the
Witness Statement ID number and Witness Name associated
with it. Latitude and longitude attributes are added to any
locations for which information is available. This was all done
through simple file lookup and mapping, and was
straightforward.
V.

EVALUATION AND RESULTS

Testing and verification were done by comparing results from
the pipeline to those produced from a manual mark-up. GATE
includes an annotation diff tool suited to this purpose. This
compared the automated pipeline results to the annotations
created through manual mark-up on a subset of twelve
documents, which formed a Gold Standard. Manual mark-up
was done for five different annotation types: Date, FirstPerson,
Location, Organization, and Person.
TABLE I. ENTITY EXTRACTION ACCURACY
Statement

Annotation Type
Date

First

Loc

Org

Person

WS0159

80

89

82

62

62

WS0299

84

80

76

86

69

WS0319

100

100

62

100

83

WS0666

84

88

77

77

82

WS0768

92

83

75

87

68

WS0986

89

92

75

95

90

WS1010

78

92

69

90

88

WS1012

90

90

76

85

91

WS1120

93

96

75

80

83

WS1158

75

100

72

77

97

WS1293

100

N/A

81

95

92

WS1508

94

N/A

72

74

80

Crude avg.

88.25

91

74.33

84

82.08

Comparisons between the pipeline output and the Gold
Standard are given in Table 1. These are average F-measure
percentages, in other words the average of strict and lenient and
the average of recall and precision. As can be seen from the
results, the entity extraction pipeline produced good results and
these entities have been used to power a number of services
within the CULTURA environment (Fig. 4) such as Social
Network Analysis (Fig. 5), Entity Oriented Search [3] and
Recommender Tools [4]. Ultimately these services help users
engage with the archive, be it professional researchers looking
for new insights into a corpus or members of the public who
want to be guided to the key aspects of the collection.
VI.

DISCUSSION AND CONCLUSION

The entity extraction procedure described in this paper is an
effective means of generating lists of entities for historical
documents such as the witness statements collected by the
Bureau of Military History. Accuracy was measured comparing
automatic pipelined output to manual mark-up, and has been
shown to be high. Entities were further post-processed to create
usable mark-up in the form of XML, including character offset
data and geo-referencing attributes where appropriate. This
XML has been successfully used in CULTURA to power a
number of key services that support a user’s exploration of the
Enniscorthy Collection. The entities extracted provide a
fundamental basis for the exploration, user modeling and
personalization processes carried out in CULTURA.
The transferability of the pipeline described for use with
other corpora depends on the similarity of the new corpus to
the Enniscorthy subset. For instance, the rest of the collection
outside of the Enniscorthy subset could be processed with only
minor additions to location information, but other corpora
would require more detailed additions. This indicates the
difficulty in applying one-size-fits-all Big Data solutions to
specific historical corpora. For instance, a random Englishlanguage corpus would have to be assessed in a number of
ways to determine suitability of this procedure. It may require
transcription or normalization and would need additional input
gazetteers, extraction rules and geo-referencing databases.
Alteration of a variety of dictionaries would almost certainly be
necessary. In essence, the more dissimilar a corpus, the more
technical changes would need to be made; however, sweeping
structural changes are unnecessary provided the corpus is
English-language.
There has been extensive work to reflect on and to
quantify the scholarly primitives which form the basis of
humanistic inquiry [12]. These activities have focused on the
full pipeline from the gathering, through the annotation,
analysis and ultimately publication of research objects. A key
focus of this paper is to demonstrate the importance of
understanding the complex irregularities in the source text.
Traditional tools that rely on un-annotated strings for
discovery create an almost-impossible challenge for scholars
seeking to explore a corpus. The need to create highly scalable
tools which empower entity-oriented inquiry is particularly
apparent. The value of this contribution is to demonstrate that
there are approaches to the seemingly-intractable noise
problems, despite the fact that the ‘big’ of the humanities is in

its variety, rather than the somewhat ‘easier’ volume
dimension. This points to potential directions for Big
Humanities architectures: scaling the normalization,
annotation and entity detection pipelines as vertical slices of
specialized functionality, rather than unified, larger, more
general tools as in industrial cases. Furthermore, this points to
a new direction in the assumption about how to boot-strap
natural language infrastructure, while the default is often to
opt for general corpora such as Wikipedia or news corpora,
these are clearly not applicable in the humanistic case.
This type of system and approach furthermore could be
applicable to other data collections. A similar challenge of
assisting novice users in orienting themselves via complex
entity interactions exists in numerous other domains including
technical, financial and legal documents.
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