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Abstract—This short paper discusses the “Integrating Data 
Mining and Data Management Technologies for Scholarly 
Inquiry” project.  In this “Round Two” Digging Into Data 
Challenge award, we explored uses and approaches for large-scale 
data analysis and processing for the Humanities and Social 
Sciences through the integration of several infrastructure 
frameworks: Cheshire, iRODS, and Amazon Web Services (EC2 
computing and S3 storage).  Our “big data” consisted of the entire 
texts collection of the Internet Archive (approximately 3.6 million 
volumes) and the entire JSTOR database.  We performed surface-
level natural language processing on this data to identify noun 
phrases and further refinements to identify personal, corporate, and 
geographic names.  We then used resources including library and 
archival authority records to identify variants and merge names. 
The goal is to create an integrated index of persons, places, and 
organizations referenced in our collections. 

Keywords: data mining, data management, JSTOR, Internet 
Archive, natural language processing, big data, Cheshire3, 
iRODS. 

I.  INTRODUCTION 
The primary thrust of our integration process has been 

to take a number of existing data-grid, digital library, and 
persistent archive management systems, develop them as an 

integrative framework for grid-based digital repositories, 
and apply this framework in ways which support highly 
scalable digital repositories. 

 
Context 

Recent years have demonstrated increasing interest in 
the integration of digital library, data management, and 
persistent archives technologies. Advancements have 
underpinned large projects, which have primarily focused 
on the distributed management of scaled data. We are at a 
stage now where the server side operations for large-scale 
storage need to be better integrated with client side 
operations in order to sufficiently support compute intensive 
analysis of scaled text data. Examples of computationally 
intensive techniques include classification (predict if a given 
document is a member of a particular class or domain), 
clustering (grouping together similar documents), and 
association rule mining (discovering rules that 
interrelate documents or terms within those documents). 

 
The integration of the above processes within a data 

grid environment will enable us to prototype and configure 
the integration of tools and services for exploring the 



content of resources. This enables the extension of current 
work on tools for analyzing data sets such as text corpora, to 
a more semantic understanding of unexplained terms that 
may be automatically derived from the application of data 
and text mining processes. These are known as self-service 
reference tools, which make connections across separate 
collections and uncover patterns within and across 
collections. 

 
Our approach is to apply text and data mining 

algorithms and implementations that take advantage of the 
integrated digital library and data grid infrastructure. These 
include established clustering and association rule mining 
procedures for document clustering and classification, 
including: 
1. Data Mining: A novel TF/IDF based Classification 

Association Rule Mining (CARM) process designed to 
be used with only a small number of training instances, 
which has been integrated into the Cheshire digital 
library system at Liverpool. 

2. Text Mining: Language-processing tools already 
integrated into the Cheshire digital library system as 
part of the UK National Centre for Text Mining 
(NaCTeM) effort, to support part of speech tagging, 
phrase chunking, deep parsing of grammatical 
structures, etc. 

3. Data Grid: The integration of grid processing and storage 
as part of iRODS system; and its integration into the 
Cheshire digital. 

4. Information Retrieval: Distributed, advanced 
probabilistic retrieval technologies jointly engineered at 
scale by Berkeley and Liverpool, including support for 
geo-spatial retrieval, name disambiguation, etc. 

5. Semantic Grid Technologies: This will manage reasoning 
on attributes inferred about a collection of documents 
through the use of ontologies. The integration of the 
ontologies with the data grid metadata catalogues 
(iRODS) and digital library processing workflows 
(Cheshire) will support discovery across independent 
data collections. 

6. Workflow Languages: These include server-side 
workflows support for the iRODS system; and client 
side workflow support by Kepler and Cheshire systems 
(Berkeley, Liverpool, North Carolina). The integration 
effort will allow compute-intensive applications 
specified on the client-side, with data and intensive 
processing migrated to a powerful platforms in the 
grid/cloud where the computation is done. 

 
Description 
This project integrates the text mining processes in a 
personal digital library framework (Cheshire) on top of the 
iRODS data grid technology. This is meant to give 
individual researchers the ability to create virtual data 
archives where their data are seamlessly preserved and 
curated with policy-based rules. The virtual archives are to 

give researchers an environment where they can store, 
permanently preserve, analyze, and distribute the scholarly 
data. The virtual archives provide researchers and services 
permanent data storage using preservation formats, 
originating from the earlier NARA and SHAMAN 
prototypes, which eliminate the need for retranslating data 
in the future. 
A key part of the integration involved the implementation of 
an iRODS micro-service that is capable of executing scripts 
in Python, called PyRods. The PyRods micro-service 
enables the iRODS rule engine to control processing 
workflows that include Cheshire functions (as well as 
functions for other Python scripts). For the Digging Into 
Data project, the Cheshire technology supports full text 
indexing, with the search indices managed as additional 
information that is linked to the original records in iRODS. 
 
The PyRods application is embedded in client-side 
workflows. Such client side workflows typically involve 
compute-intensive applications, with the data being moved 
to the iRODS server side when the computation is done. 
The ability to distribute workflows across archival storage 
resources, as enabled through the iRODS system, makes it 
possible to optimize management procedures. While data 
manipulations that have low complexity are supported 
through iRODS micro-services, the discovery and analysis 
processing are supported through the Cheshire application, 
enabled through PyRods.  The PyRods application is used 
more generally to support a growing number of scripting 
applications in iRODS, for example at the Sanger Institute.  
 
 

The demonstration prototype developed in this project 
was used to automatically enhance digital documents, as 
follows: 
▪ Identify references to people, organizations, places, 

topics, or events; 
▪ Disambiguate these references by linking them to 

identifiers from naming authorities; and 
▪ Use the disambiguated references to provide links to 

related explanatory resources available on the web, 
Internet Archive, or JSTOR. 

 
Big Data Collections 

The project developed a “proof of concept” prototype, 
using data from the Book Collections of the Internet 
Archive (which includes hundreds of thousands of full-text 
books from the Open Content Alliance). These are digital 
surrogates of scanned books, along with the OCR-extracted 
text content of the books in XML form.  In addition we 
worked with data from JSTOR service, which included 
digitized back runs of journals across all subject areas. 

 
▪ For the Internet Archive Book collections, we processed 

the available data, using natural language processing 
tools integrated with the Cheshire system to support 



geotemporal navigation, and identify illustrative 
materials from the data as a whole and the Biodiversity 
Heritage Library (a subset of the collections). Using 
both specific geospatial and temporal information of 
this resource as an internal reference tool, we want to 
enable users to make inferences from the data that will 
satisfy immediate research across domains. 

▪ For the JSTOR project, based on periodicals and books, 
we intend to support real-time queries to appropriate 
specialized external resources whenever the user desires 
an explanation of a personal name, place name, topic, 
or event mentioned in the text. The goal is to automate 
how external resources might be made more readily 
available in a digital library of full-text documents. We 
have completed current prototypes (Irish Studies) for 
smaller data sets (50,000 scanned pages of journal 
articles and the full text of 100 books on Ireland); the 
introduction of the JSTOR corpus will enable us to 
scale up the service, using the storage and processing 
capabilities of the Cheshire and iRODS systems. 

 
Objectives 

The intention of this work was to prototype an Expert 
Context System consisting of three types of functionality 
that may be applied across different research communities 
using digital documents. These are as follows: 

 
▪ Context Finding: enabling users to move from a name in 

a text to resources that describe, explain, or otherwise 
provide resources for understanding the name 

▪ Context Building: providing the ability to add links to 
such resources to the text, either manually (via 
annotation) or algorithmically (named entity detection 
and indexing) 

▪ Context Providing: supplying the means to aggregate 
across a corpus of texts all the reference to a particular 
name. An example is genealogy based indexing of 
corpora. 

 
In the prototype systems produced, we provide access 

to the resources of the Internet Archive Books collections 
and the contents of JSTOR supported by iRODS system, 
which in turn can provide interconnection with digital 
library systems such as Cheshire, DSpace, and Fedora 
Commons. 
 

II. TECHNICAL DETAILS 
The primary components used in this integration work 

and the prototype for the Internet Archives Books collection 
are described below:  

 
Cheshire3 

For storing and indexing our XML books, we chose 
Cheshire3 [1], which is a fast open source XML search 
engine. The Cheshire3 framework was installed in our 

workspace and the NLTK based entity extraction framework 
was added and extended to in Cheshire3 framework. It was 
optimised for extracting GeoLocations and Persons from 
XML books indexed in Cheshire3. 

 

 
Fig. 1: Cheshire3 Environment 

 
iRODS 

iRODS [2] was chosen for storing and cataloguing our 
datasets with rule-driven metadata management. iRODS 
was installed as a client instance with iRODS master 
instance maintaining the overall catalogue of files at UNC. 
Insufficient admin rights with limited development space, 
forced us to move to Amazon Web Services as a viable 
development platform. 

 

 
Fig. 2: iRODS Environment 

 
PyRods 

In order to execute scripts (python-based) within the 
iRODS environment, the project required the further 
development of an application called PyRods [3], which was 
initially developed at the University of Liverpool as part of 
the SHAMAN integrated project. Prior to the Digging into 
Data project, the PyRods application was a direct manual 
wrapping of the C API (version 3.0). Almost all the code 
was written by Jerome Fuselier using a standard Python C 



API and some code generators developed specifically for 
the task. This was working well, but with each new iRODS 
version the Liverpool based developers needed to modify 
the code – this tended to be error prone, particularly with 
memory allocation. The additional development funded 
through Digging into Data supported a switch to SWIG, 
replacing the previous PyRods code generation tools, with 
some standard methods that derive from the community. 
This can be used to produce code of much better quality, 
close to something that can be used for a production system. 
Among heavy users of this technology include the Sanger 
Institute for Cancer Research applications running on top of 
an iRODS archive.  
Following on from the original Digging Into Data funding, 
the PyRods application has now evolved and is dedicated to 
the creation of a client API for the iRODS 4.x version, 
through funding from the EU PERICLES project. The 
Python API has been updated to keep the compatibility with 
previous client applications created with previous PyRods 
versions. This is being extended to use the iRODS XML 
protocol rather than a wrapping of the C++ client API.  
 
This evolution of the PyRods application is in response to 
recent changes in the iRODS architecture, which makes the 
wrapping of the library less efficient and more difficult to 
maintain. The PyRods application continues to be work in 
progress, awaiting more complete documentation of the 
iRODS 4.X protocol.  
 
The importance of the PyRods application to the iRODS 
user community through the Digging into Data program is 
profound: the application effectively forms an 
“extensibility” mechanism that can allow system 
administrators to enable additional users to add procedures 
to the system. In this case, PyRods will permit any of the 
iRODS policy hooks to control Cheshire workflows, or any 
other compute intensive workflow that is based on the 
Python scripting language. 

 
 
AWS / S3 

Amazon Web Services provided a more viable 
development environment for development. Amazon EC2 
instances with high memory were used for installing and 
maintaining Cheshire3 environment. These EC2 instances 
had 1TB EBS volumes attached to it where the book XML 
files where stored and used for indexing by Cheshire 
system. For the bulk of our storage we used AWS S3, used 
Fuse plugin to stream data from S3 to EC2 instances.  Once 
the indexing was done, we used Flask framework to build 
up and online demo of geolocation searching on the sample 
dataset. 
 
 
 

III. INITIAL RESULTS 
 
We next describe the integrated architecture and the main 
demonstration scenario. 
 
Amazon Web Services Setup and Runs 

The architecture of the AWS setup is shown below.  
The AWS S3 storage service was used to store Internet 
Archive books for processing and extraction, and AWS EC2 
instances were used to process and index the data.  
 

 
Fig. 3: iRODS  and Cheshire3 on Amazon EC2 and S3 

 
Digging into Data Integrated Cheshire Demo 

An initial demo was put together.  It shows a keyword 
search (“Washington”): 

 

With three results in this instance: 

 

The selection of the third option shows the familiar look 
and feel of the Internet Archive book viewer: 



 

 

IV. CONCLUSION AND FUTURE WORK 
 

In this project, we successfully integrated Cheshire3 and 
iRODS using an Amazon EC2 and S3 environment. 
Indexing and information retrieval work very well in the 
Grid / Cloud environment, with the expected scaling 
behavior for multiple processes.  Discussions regarding a 
path for a more sustainable strategy for the Cheshire 
software were formulated.  We are now investigating a 
sustainability option that consists of: (1) a graphical design 
tool for ingest and conditioning components that can be used 
to explore XML corpora and interactively construct 

workflows to acquire, dissect, store and index incoming data, 
(2) a revisiting of the staged logistic algorithm to determine 
where it can be integrated into existing storage systems, and 
(3) the exploring of export functionality to support the 
import and transformation of XML corpora and to Fedora 
(e.g. FOXML), DSpace, and others. 
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